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1. Introduction 
 
 
This document introduces the NodeMap ontology designer for the WS-Talk framework. 
NodeMap aims to be a user-friendly tool for designing concept hierarchies within the WS-Talk 
context. 
 
Currently WS-Talk consists of a set of tools that, working cooperatively, helps retrieving a set 
of documents  (or web services), based on applying text mining techniques to them.  An 
approximate exploitation sequence is as follows: 
 

a) Load a set of documents to retrieve more frequent and relevant terms 
b) Create concept hierarchies based on more relevant terms 
c) Load concept hierarchies into the system 
d) Load documents into the system 
e) Query the system 

 
Concept hierarchy (CH) generation (point b in the above sequence) is of special importance 
since it constitutes the bridge between the terms to be searched and the documents to be 
queried.  Therefore this is used to provide indexes for document matching.  Experts in a 
relevant area create concept hierarchies, and once they are produced they are stable, 
meaning that very few changes are introduced once an ontology has been upload to the 
system.   
 
NodeMap is an intuitive and easy to use tool that aims to help the expert users in creating 
concept hierarchies in a visual way, and export the result in a WS-Talk compatible format. 
 
In this document after introducing NodeMap we have a look at how the concept hierarchies 
are read and stored, and then we explore the current activities to improve and enhance the 
prototype. 
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2. NodeMap 
 

The main features of NodeMap include the following: 
 
− Start a new concept hierarchy and then connect nodes. 
 
− Import existing ontology to add, remove, or reorganise information. 

 
− Import relevant terms obtained from text mining techniques applied to a relevant 

set of texts, and then organize these terms in a new ontology that can be saved 
to a text file. 

 
Figure 1 shows a screenshot of NodeMap Version 1, which can be downloaded from the 
following address: http://thames.cs.rhul.ac.uk/~wstalk (under the “Prototypes” link); also an 
example file containing an animal CH can be downloaded from that address for testing 
proposes.  Once a concept hierarchy has completely been designed, it can be exported to a 
file that can be loaded to the WS-Talk system, such as the “repository demonstrator” 
presented at http://thames.cs.rhul.ac.uk/~wstalk/ prototype.html. 
 

 
Figure 1, NodeMap screenshot 
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Table 1 shows the list of features currently used in Version 1 of NodeMap.  The first column 
shows the icon, the second column shows the keyboard shortcut, and the third column shows 
a hint or description representing the action carried out by the icon.  
 
 

Icon Short cut Description 

 Ctrl – N New NodeMap screen 

 Ctrl – O Open an existing ontology 

 Ctrl – I Import set of relevant terms 

 Ctrl – S Save current ontology 

  Add new node 

 Delete Delete selected node 

 Control Connect selected node as children 

  Disconnect selected node 

 Alt Change node name 

  Help 

Table 1, NodeMap tool bar 

 
In the following section we show how the concept hierarchies are produced, and the format in 
which they are currently stored. 
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3. NodeMap and the Concept Hierarchy Format within 
WS-Talk 

 
Table 2 shows the file format currently managed by NodeMap to produce concept hierarchies, 
that is a correlative ID as the first field, a parent ID as second, and finally the node name or 
label.  In order to construct a CH the parent ID is related with the ID field.  In this way we can 
easily describe complete concept hierarchies.  For instance, in the table presented below, 
“vertebrates” and “invertebrates” have as parent ID “1”, which means that “animals” is their 
parent node.  Following the same logic  “animals” have as parent ID “0”, meaning that that is 
the concept hierarchy root.  Based on this structure NodeMap constructs a tree 
representation of the data. 
 
Currently the encode standard used to read and write files is UTF-8, without byte order mark 
(BOM), and the tab character to separate the fields.  For more information regarding this 
encoding please visit the following link:  http://www.unicode.org/faq/utf_bom.html  
 

Id Parent ID Label 
1 0 animals 
2 1 vertebrates 
3 1 invertebrates 
4 2 fish 
5 2 amphibians 
6 2 reptiles 
7 2 mammals 
8 2 birds 
9 3 worms 
10 3 molluscs 
11 3 arthropods 
12 3 corals 
13 3 echinoderms 
14 4 sharks 
15 4 bony fish 
. . . 
ID n PID n  Ln 

Table 2, Concept hierarchy format 

 
Additional to the above format a new database schema is now being specified in conjunction 
with (WS-Talk partners) IRIT and Lucky Eye that will be supported in the next NodeMap 
release.  With these partners we are also planning an XML format. 
 
Additionally some other rules are applied to the graphical representation 
 

a) There is only one root node 
b) A parent node can have as many child nodes as wanted 
c) A child node can have just one parent node 
d) Child nodes cannot be connected with other child nodes 

 
NodeMap, when designing a concept hierarchy, checks all the above conditions. 
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4. Current and Future Work 
 
The following includes a list of enhancements currently being added to the NodeMap 
prototype, and to be included in the next software release.  
 

− Undo — Redo:  This feature includes the ability to undo and redo activities carried 
out on the CH; activities such as: rename nodes, disconnect nodes, connect nodes, 
etc. 

 
− Visualization mode:  Two visualization modes will be available, one that gives 

access to the whole tree, as currently is displayed (see Figure 1), and a new method 
is being developed that allows visualizing large ontologies.  This will consist of 
visualizing cross sections or “tree levels” of an ontology, where an indicator shows the 
current position within a tree.  In this way we maximize the graphical space within the 
NodeMap drawing board.  

 
− Search:  A node search feature will be included to help locating nodes inside large 

ontologies. Once a search is carried out the ontology is automatically expanded, 
pinpointing the node. 

 
− Workspace:  A workspace consists of the combination of a tree that has not been 

finished by the user, with loose nodes in the design board.  This working space can 
be saved, to be completed later on. 

 
− File view:  This feature allows visualizing how a concept hierarchy is being stored in 

a file, with the column’s id (which is a correlative number), parent id (which indicates 
parent node within an ontology), and label (which shows the node’s name), as shown 
in Table 2. 

 
− Motion algorithms research:  The motion algorithms currently implemented by 

NodeMap still have space for improvement. We are interested in improving the 
methods related with node overlap, and space optimization in the visual area. 

 
− OWL Web Ontology Language support:  Research will be carried out to support 

the OWL standard proposed by W3C (this was suggested by IRIT). 
 
− WS-Talk database and XML support:  Currently we are discussing in conjunction 

with Lucky Eye and IRIT the standard to use as database and XML format.  Once this 
have been formalized, database and XML support in NodeMap will be introduced. 

 
 
Table 3 shows the icons to be added in order to complete the features specified above, and to 
be released in the prototype’s next version. 
 
 
 
 
 
 
 
 



   
Royal Holloway, University of London Document   Date 30/6/06 

NodeMap Version  Draft  Page  7/7 
 
 
 

Icon Short cut Description 

 Ctrl – Z  Undo 

 Ctrl – X Redo 

 Ctrl – F Find a node 

 Ctrl – T See tree 

 Ctrl – L See tree current level 

  About box 

Table 3, NodeMap enhanced toolbar 

 
 



   
Royal Holloway, University of London Document   Date 30/6/06 

NodeMap Version  Draft  Page  8/8 
 

5. Conclusion 
 
This document presents a brief description of the NodeMap prototype and how it is used for 
building concept hierarchies, focusing on the prototype’s features rather than on the code.   
 
Currently NodeMap can be accessed in the RHUL web site at 
http://thames.cs.rhul.ac.uk/~wstalk where an installer for Windows and other OSs can be 
found; also an example file is presented there (annex A).  Should these be needed, a set of 
relevant terms is presented in annex B to construct and test the ontology designer. 
 
The Java source code is available in AKRA’s WS-Talk repository as an independent module 
under the name of NodeMap.  To check the project out please follows these instructions: 
 
File --> New --> Project... --> CVS --> Checkout projects from CVS.  
Then you will see a list of available modules. Checkout NodeMap.  
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ANNEX A 
Animal Ontology 

 
 
1 0 animals 
2 1 vertebrates 
3 1 invertebrates 
4 2 fish 
5 2 amphibians 
6 2 reptiles 
7 2 mammals 
8 2 birds 
9 3 worms 
10 3 molluscs 
11 3 arthropods 
12 3 corals 
13 3 echinoderms 
14 4 sharks 
15 4 bony fish 
16 14 great white shark 
17 14 tiger shark 
18 14 blue shark 
19 15 tuna 
20 15 salmon 
21 15 trout 
22 5 salamanders 
23 5 frogs 
24 5 toads 
25 23 arrow frog 
26 23 bull frog 
27 6 snakes 
28 6 lizards 
29 6 crocodilia 
30 27 anaconda 
31 27 rattle snake 
32 27 asp 
33 27 cobra 
34 28 gecko 
35 28 chameleon 
36 29 crocodiles 
37 29 caimans 
38 29 gharial 
39 7 carnivora 
40 7 artiodactyla 
41 7 afrosoricida  
42 39 felidae 
43 39 mongooses 
44 39 canidae 
45 42 tigers 
46 42 cats 
47 42 lions 
48 43 civet 
49 43 meerkats 
50 44 coyote 

51 44 wolf 
52 44 fox 
53 8 paleognathae 
54 8 neognathae 
55 39 mustelidae 
56 55 weasels 
57 55 martens 
58 55 badgers 
59 55  otters 
60 41 afrosoricida 
61 41 paenungulata 
62 40 suina 
63 40 tylopoda  
64 40 ruminantia 
65 53 ostrich 
66 53 emus 
67 53 kiwis 
68 54 eagles 
69 54 hawks 
70 54 falcons 
71 54 pigeons 
72 54 parrots 
73 54 owls 
74 54 cuckoos 
75 10 cephalopods 
76 10 gastropods 
78 75 octopus 
79 75 squid 
80 75 cuttlefish 
81 76 snails 
82 76 slugs 
83 76 limpets 
84 9 annelida 
85 9 nematomorpha 
86 9 onychophora 
87 11 chelicerata 
88 11 myriapoda 
89 11 crustacea 
90 87 spiders 
91 87 scorpions 
92 87 ticks 
93 88 centipedes 
94 88 millipedes 
97 13 starfish 
98 13 sea urchins 
99 13 sea cucumbers 
100 89 crabs 
101 89 shrimps 
102 89 lobsters 
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ANNEX B 
“Cruz del Sur” Set of Most Frequent Terms in Spanish 

 
Control Vocabulary 1 
 
Ser humano 
Sexo 
Mujer 
Hombre 
Niño 
Familia 
Mamá 
Madre 
Padre 
Papá 
Familiar 
Lactantes 
Personas 
Médico 
Doctor 
Pediatra 
Edad 
Bebé 
Niño 
Adolescentes 
Mayor 
Menor 
Menopausia 
Organismo 
Pulmones 
Piel 
Mama 
Pecho 
Corazón  
Parte 
Cuerpo 
Tejido 
Hueso 
Fractura 
Masa 
Sangre 
Presión 
elevada 
aterial 
Hipertensión 
Estado 
Sueño 
noRem 
Rem 
Noche 
Pérdida 
Vida 
Embarazo 
Etapa 
Físico 
Salud 

Menopausia 
Natural 
Normal 
Materindad 
Lactancia 
Leche 
Materna 
Madre 
Amamantar 
Embarazo 
Etapa 
Nacimiento 
 
Control Vocabulary 2 
 
Alimentación 
Alimentos 
Fibras 
Agua 
Consumo 
Cantidad 
Falta 
Calidad 
Pescado 
Energía 
Leche 
materna 
Pirámide 
Dieta 
Peso 
Tipo 
Cambios 
Adecuada 
Mantener 
Sana 
Equilibrada 
Ejercicio 
Calcio 
Factor 
 
Control Vocabulary 3 
 
Riesgos de salud 
Enfermedades 
Hipertensión 
aterial  
Osteoporosis 
Padecer  
Virus  
Etapa  
Síntomas  
Diabetes  
Tipo  

Causa  
Signos  
Cáncer  
Cáncer de mama 
Cáncer de colon 
Cáncer de piel 
Cáncer de ovarios 
Neumonía  
Síntomas  
Primeros 
Posible  
Fiebre  
Normales  
Signos  
Cansancio  
Impotencia 
Tos  
Riesgos  
Exposición 
Alimentación 
Solares  
Ejercicio  
Cambios  
Calidad  
Causa  
Especialmente 
Frecuencia 
Mundo  
Necesario  
Fundamental 
Importante 
Peso  
Elevado  
Masa  
Mayor  
Menor  
Pérdida  
Cantidad 
Aumenta 
Disminuye  
Mantener  
Microgramos 
Miligramos 
Gramo  
Sol  
Exposición 
Protección 
Rayos  
Radiación  
Tiempo  
Años  
Meses  
Horas  
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Minutos  
Etapa  
Frecuencia 
Recién  
Comenzar  
Comienza  
Prevención 
Mayor  
Importante 
Evitar  
Prevenir  
Ayuda  
Posible  
Protección 
Alimentación 
Recomienda 
Ejercicio  
Ejemplo  

Estudios  
demostrados 
Manera  
Uso  
Mamografía 
Consejos  
Fundamental 
Necesario  
Medios  
Botiquín  
Medicamentos 
Fármacos  
Existen  
Uso  
 
Control Vocabulary 4 
 
Tratamientos 

Tipo 
Largo 
Necesario 
Tratamiento 
Posible 
Etapa 
Natural 
Manera 
Habitual 
Química 
Ácido 
fólico 
Calcio 
absorción 
Vitamina 
Mineral 
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ANNEX C, Istanbul WS-Talk Workshop Presentation 
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ANNEX D 

Automatic Ontology Construction 
 
Abstract 
 
This document describes methodologies and tools for ontology building. Then it proceeds and 
lists a collection of different approaches developed by various people for automatic/semi-
automatic ontology construction. 
 
  
Introduction 
 
(Information obtained from XML.com  
http://www.xml.com/pub/a/2002/11/06/ontologies.html 
Ontology Building: A Survey of Editing Tools by Michael Denny) 
 
 
Evolving from semantic network notions, modern ontologies are proving quite useful. And 
they are doing so without relying on the jumble of rule-based techniques common in earlier 
knowledge representation efforts. These structured depictions or models of known (and 
accepted) facts are being built today to make a number of applications more capable of 
handling complex and disparate information. They appear most effective when the semantic 
distinctions that humans take for granted are crucial to the application's purpose. This may 
mean handling the common sense lurking in natural language excerpts or the expertise 
embedded in domain-specific explications and working repositories. 
 
The semantic structuring achieved by ontologies differs from the superficial composition and 
formatting of information (as data) afforded by relational and XML databases. With databases 
virtually all of the semantic content has to be captured in the application logic. Ontologies, 
however, are often able to provide an objective specification of domain information by 
representing a consensual agreement on the concepts and relations characterizing the way 
knowledge in that domain is expressed. This specification can be the first step in building 
semantically-aware information systems to support diverse enterprise, government, and 
personal activities. 
 
Examples span several areas including: Semantic Web research; the creation of medical 
guidelines for managing patient health; mapping the genomes of plants and animals; 
searching for specific public information resources; collaborative engineering design; in-depth 
security analysis; and the automated exchange of electronic information among commercial 
trading partners. 
Semantic Web 
 
In the Semantic Web vision, unambiguous sense in a dialog among remote applications or 
agents can be achieved through shared reference to the ontologies available on the network, 
albeit an always changing combination of upper level and domain ontologies. We just have to 
assume that each ontology is consensual and congruent with the other shared ontologies 
(e.g., ontologies routinely include one another). The result is a common domain of discourse 
that can be interpreted further by rules of inference and application logic. Note that ontologies 
put no constraints on publishing (possibly contradictory) information on the Web, only on its 
(possible) interpretations. 
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Kinds of Ontologies 
 
Ontologies may vary not only in their content, but also in their structure and implementation. 
 
 
Level of description 
 
Building an ontology means different things to different practitioners. How one goes about 
describing something reflects a progression in ontologies from simple lexicons or controlled 
vocabularies, to categorically organized thesauri, to taxonomies where terms are related 
hierarchically and can be given distinguishing properties, to full-blown ontologies where these 
properties can define new concepts and where concepts have named relationships with other 
concepts, like "changes the effect of" or "buys from". 
 
 
Conceptual scope 
 
Ontologies also differ in respect to the scope and purpose of their content. The most 
prominent distinction is between the domain ontologies describing specific fields of 
endeavour, like medicine, and upper level ontologies describing the basic concepts and 
relationships invoked when information about any domain is expressed in natural language. 
The synergy among ontologies -- exploitable by a vertical application -- springs from the 
cross-referencing between upper level ontologies and various domain ontologies. 
 
 
Instantiation 
 
All ontologies have a part that historically has been called the terminological component. This 
is roughly analogous to what we know as the schema for a relational database or XML 
document. It defines the terms and structure of the ontology's area of interest. The second 
part, the assertional component, populates the ontology further with instances or individuals 
that manifest that terminological definition. This extension can be separated in implementation 
from the ontology and maintained as a knowledge base. The dividing line, however, between 
treating a thing as a concept and treating it as an individual is usually an ontology-specific 
decision. Whether the 1965 Ford Mustang GT is an individual Ford automobile, or the vehicle 
with license plate number AXL429 is an individual Ford (as an instance of the subclass 1965 
Ford Mustang GT), may vary between two valid automotive ontologies. 
 
 
Specification language 
 
Ontologies are not all built the same way. A number of possible languages can be used, 
including general logic programming languages like Prolog. More common, however, are 
languages that have evolved specifically to support ontology construction. The Open 
Knowledge Base Connectivity (OKBC) model and languages like KIF (and its emerging 
successor CL -- Common Logic) are examples that have become the bases of other ontology 
languages. There are also several languages based on a form of logic thought to be 
especially computable known as description logics. These include Loom and DAML+OIL, 
which is currently being evolved into the Web Ontology Language (OWL) standard. When 
comparing ontology languages, what is given up for computability and simplicity is usually 
language expressiveness, which isn't always a bad deal. A language need only be as rich and 
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expressive as is necessary to represent the nuance and intricacy of knowledge that the 
ontology's purpose and its developers demand. 
 
The wide array of information residing on the Web has given ontology use an impetus, and 
ontology languages increasingly rely on W3C technologies like RDF Schema as a language 
layer, XML Schema for data typing, and RDF to assert data.  
 
 
Building Ontologies 
 
The basic steps in building an ontology are straightforward. Various methodologies exist to 
guide the theoretical approach taken, and numerous ontology building tools are available. The 
problem is that these procedures have not coalesced into popular development styles or 
protocols, and the tools have not yet matured to the degree one expects in other software 
practices. Further, full support for the latest ontology languages is lacking. 
 
An ontology is typically built in more-or-less the following manner: 
 

1. Acquire domain knowledge 
2. Assemble appropriate information resources and expertise that will define, with 

consensus and consistency, the terms used formally to describe things in the 
domain of interest. These definitions must be collected so that they can be 
expressed in a common language selected for the ontology. 

3. Organize the ontology 
4. Design the overall conceptual structure of the domain. This will likely involve 

identifying the domain's principal concrete concepts and their properties, 
identifying the relationships among the concepts, creating abstract concepts as 
organizing features, referencing or including supporting ontologies, distinguishing 
which concepts have instances, and applying other guidelines of your chosen 
methodology. 

5. Flesh out the ontology 
6. Add concepts, relations, and individuals to the level of detail necessary to satisfy 

the purposes of the ontology. 
7. Check your work 
8. Reconcile syntactic, logical, and semantic inconsistencies among the ontology 

elements. Consistency checking may also involve automatic classification that 
defines new concepts based on individual properties and class relationships. 

9. Commit the ontology 
10. Incumbent on any ontology development effort is a final verification of the 

ontology by domain experts and the subsequent commitment of the ontology by 
publishing it within its intended deployment environment. 

 
 
Using tools 
 
Software tools are available to accomplish most aspects of ontology development. While 
ontology editors are useful during each step outlined above, other types of ontology building 
tools are also needed along the way.  
 
Development projects often involve solutions using numerous ontologies from external 
sources as well as existing and newly developed in-house ontologies. Ontologies from any 
source may progress through a series of versions. In the end, careful management of this 



   
Royal Holloway, University of London Document   Date 30/6/06 

NodeMap Version  Draft  Page  20/20 
 
collection of heterogeneous ontologies becomes necessary to keep track of them. Tools also 
help to map and link between them, compare them, reconcile and validate them, merge them, 
and convert them into other forms. Ontologies may be derived from or transformed into forms 
such as W3C XML Schemas, database schemas, and UML to achieve integration with 
associated enterprise applications. 
 
Still other tools can help acquire, organize, and visualize the domain knowledge before and 
during the building of a formal ontology. 
When starting out on an ontology project, the first and reasonable reaction is to find a suitable 
ontology software editor. It's hoped this broad summary of available editors will give 
prospective ontology developers a head start. 
 
 
 
Ontology editors 
 
Despite the immaturity of the field, or perhaps because of it, there are a surprising number of 
ontology editors -- more than 50 overall. The tools may be useful for building ontology 
schemas (terminological component) alone or together with instance data. The editing tools 
are not necessarily production level development tools, and some may offer only limited 
functionality and user support. At the table bellow there is a list of available tools. 
 

Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

Apollo  Knowledge 
Media Institute 
of Open 
University (UK )  

No, but 
planned.  

Yes  No  No  

CIRCA 
Taxonomy 
Administrator  

Applied 
Semantics, Inc.  

Browsing of 
ontology (not 
for editing).  

Yes, limited.  Yes  Via other CIRCA 
tools.  

CoGITaNT  LIRMM CNRS 
(France)  

Browsing of 
ontology.  

Yes  No  No  

Coherence  Unicorn 
Solutions  

No, but 
planned.  

Schema 
synchronization 
and dependency 
(referential 
integrity) to show 
impact of changes.  

Explicit mapping 
between lexicons 
is possible.  

No, except as 
explicit mappings 
from RDB.  

Contextia  Modulant  For editing 
single ontology 
(using 
FirstStep XG).  

Express model 
(ISO 10303) 
validation; cross-
ontology 
consistencies  

Synonym 
mappings; term 
matching  

No, except as 
explicit mappings 
from structured 
and semi-
structured 
sources.  

COPORUM 
OntoBuilder  

CognIT AS  Browsing of 
ontology.  

RDF consistency 
via repository.  

Yes, based on 
WordNet and 
RDF Query 
Language; also in 
Sesame  

Yes, based on 
meaning and 
distribution.  
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Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

DAG-Edit  Berkeley 
Drosophila 
Genome 
Project (BDGP)  

No, but tree 
view of 
flattened 
graph.  

No  Yes, for 
synonyms.  

No, but allows 
regular 
expression 
search.  

DAMLImp (API)  AT&T 
Government 
Solutions  

No  No  No  No  

Differential 
Ontology Editor 
(DOE)  

National 
Audiovisual 
Institute - INA 
(France )  

No, but tree 
view.  

Arity and type 
inheritance on 
relation domains; 
detects cycles in 
hierarchies.  

Term definitions, 
synonyms and 
preference; 
methodology for 
differential 
definitions.  

No  

Disciple 
Learning Agent 
Shell  

George Mason 
University , 
Learning 
Agents 
Laboratory  

Browse 
classes, 
properties and 
individuals.  

Syntactic 
consistency is 
always maintained; 
can commit 
multiple changes to 
persistent ontology 
in single operation.  

Search for terms  No  

Domain 
Ontology 
Management 
Environment 
(DOME)  

Btexact 
Technologies  

ER diagrams  Yes  (Under 
development)  

Semi-automatic 
and rule-based 
extraction from 
RDBs and web 
pages.  

DUET  AT&T 
Government 
Solutions  

Editing using 
UML class 
diagrams (via 
Rose or Argo 
products)  

Valid UML 
diagrams will 
produce valid 
DAML+OIL and 
conversely.  

No  No  

Enterprise 
Semantic 
Platform (ESP) 
including 
Knowledge 
Toolkit  

Semagix, Inc  Connected 
tree browsing 
via 
TouchGraph  

Yes, includes 
automatic and user 
interactive checks; 
dynamic content 
management.  

Synonym based 
term 
normalization.  

Automatic 
ontology directed 
classification and 
semantic 
annotation of 
heterogeneous 
content.  

EOR  Dublin Core 
Metadata 
Initiative  

No  Validate RDF  No  No  

ExClaim & 
CommonKADS 
Workbench  

National 
Institute for 
Research and 
Development in 
Informatics 
(Romania )  

Browsing of 
ontology.  

Knowledge 
verification and 
model validation 
(for DL 
representation).  

No  No  

GALEN Case 
Environment 
(GCE)  

Kermanog  No, but filtered 
tree views 
allow editing.  

Explicit 
grammatical and 
sensible sanctions 
are enforced when 
combining terms.  

GALEN concept 
identifiers can be 
associated with 
synonyms and 
word forms.  

No  
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Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

ICOM  Free University 
of Bozen-
Bolzano, Italy  

Native editing 
of ER 
diagrams 
(UML 
diagrams 
planned).  

Verify the 
specification via DL 
classifier (FaCT).  

No  No  

Integrated 
Ontology 
Development 
Environment  

Ontology 
Works, Inc.  

UML diagrams  Top-level ontology 
consistency per 
Guarino & Welty.  

Synonyms; 
English-language 
names  

No  

IsaViz  W3 Consortium  Native creation 
and editing of 
resources, 
literals and 
properties.  

RDF model 
correctness.  

No  No  

JOE  University of 
South Carolina 
Center for IT  

No  No  No  No  

KAON 
(including 
OIModeller)  

FZI Research 
Center & AIFB 
Institute, 
University of 
Karlsruhe  

No  Yes, for evolution 
of ontology.  

Explicit lexical 
representation in 
model.  
Synonyms; 
stemming; 
multilingual.  

(Under 
development)  

KBE -- 
Knowledge 
Base Editor (for 
Zeus 
AgentBuilding 
Toolkit)  

Institute for 
Software 
Integrated 
Systems, 
Vanderbilt 
University  

UML-like 
diagrams for 
browsing only.  

Yes  No  No  

LegendBurster 
Ontology Editor  

GeoReference 
Online Ltd  

No, except 
SVG export of 
instance and 
query graphs.  

Partial, with strict 
attribute context 
checks but arities 
currently 
unchecked.  

Term search and 
alphabetical sort.  

Semi-
automatically 
capture and 
import 
vocabulary 
present in 
attribute tables of 
maps of interest.  

LinKFactory 
Workbench  

Language & 
Computing nv  

No  Checks cover role 
restrictions, formal 
disjoints, 
sanctioning over 
subsumers, etc.  

Strict 
concept/term 
distinction; 
lexeme-
description; part-
of-speech.  
Search with 
wildcards.  

Yes, via text 
analyses and 
automatic 
linkage to 
ontology.  
WebInfo spider 
gleans domain-
specific 
concepts/terms 
on Web.  

Medius Visual 
Ontology 
Modeler  

Sandpiper 
Software, Inc  

Yes, as UML 
diagrams via 
Rose.  

Limited  Search for terms 
and relations.  

No  

NeoClassic  Bell Labs 
(Lucent 
Technologies)  

No  Yes  No  No  
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Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

OilEd  University of 
Manchester 
Information 
Management 
Group  

Browsing 
Graphviz files 
of class 
subsumption 
only.  

Subsumption and 
satisfiability (FaCT)  

Limited synonyms  No  

OLR3 Schema 
Editor  

Institute for 
Information 
Systems, 
University of 
Hannover  

No  Yes, for property 
constraints, etc.  

No  No  

OntoBuilder  Institute for 
Medical 
Information,  
Statistics and 
Epidemiology 
University of 
Leipzig  

No  Not automatically  Representation of 
synonyms; search 
on terms and 
descriptions; 
lexical rules for 
term input  

No  

Onto-Builder  University of 
Savoy ; 
Ontologos  

Yes, for 
browsing.  

Yes, based on logic 
and on the specific-
difference theory.  

Lexicon 
management 
including 
synonyms  

Extraction of 
lexicons from 
texts with OK 
lexical tools 
(based on Brill's 
tagger).  

OntoEdit  Ontoprise 
GmbH  

Yes, via plug-
in  

Yes, via 
OntoBroker  

Multiple lexicons 
via plug-in  

No  

Ontolingua with 
Chimaera  

Stanford 
Knowledge 
Systems Lab  

No  Elaborate with 
Chimaera; 
Theorem proving 
(via JTP)  

Search for terms 
in all loaded 
ontologies.  

No  

Ontology 
Builder & 
Server  

Verticalnet, Inc.  No  Limited to term 
validity and graph 
cycles.  

Yes  No  

Ontology 
Directed 
Extraction 
(ODE) Tools  

XSB, Inc.  No  Yes  Yes  Yes  

Ontopia 
Knowledge 
Suite  

Ontopia AS  No, but tree 
view.  

Validation against 
the OSL schema.  

Full-text search  No, but 
application 
framework allows 
this.  

Ontosaurus  USC 
Information 
Sciences 
Institute  

Browsing class 
hierarchy  

Yes  No  No  

OntoTerm  University of 
Malaga  

No, but cross-
linked tree 
views indicate 
legal element 
associations or 
types, and 
allow editing.  

No  Word lists  No  
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Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

OpenCyc 
Knowledge 
Server  

Cyc Corp.  No  Directed 
inferencing and 
queries; truth 
maintenance  

Yes, via Cyc-NL 
with KB-linked 
lexicon for 
syntactic and 
semantic 
disambiguation.  

English parsing 
possible with 
Cyc-NL.  

OpenKnoMe  University of 
Manchester 
Medical 
Informatics  

No  Logical coherence 
ala DL and a meta-
model system for 
declaring inherited 
semantic 
constraints and 
permissions.  Also, 
declarative query 
language (GQL) 
can be used to 
author checks of 
modeling 
consistency.  

Can use GALEN 
language module 
that links its 
concept identifiers 
with synonyms 
and word forms, 
and provides 
segment grammar 
for semantic links.  

No  

PC Pack 4  Epistemics Ltd  ER diagrams; 
class 
hierarchies; 
OO views  

Only logically 
consistent models 
can be created.  

No  No  

Protégé-2000  Stanford 
Medical 
Informatics  

Browsing 
classes & 
global 
properties via 
GraphViz plug-
in; nested 
graph views 
with editing via 
Jambalaya 
plug-in.  

Plug-ins for adding 
& checking 
constraint axioms: 
PAL; FaCT.  

WordNet plug-in; 
wildcard string 
matching (API 
only).  

No  

RDFAuthor  Damian Steer  Creating and 
editing 
instances as 
graphs.  

RDF errors  No  No  

RDFedt  Jan Winkler  No, but tree 
view.  

Writing mistakes 
only.  

No  No  

SemTalk  Semtation 
GmbH  

Yes, for design 
and browsing.  

Subsumption and 
name usage across 
multiple models; 
meta-model 
specific checks.  

Synonyms; 
homonyms; stop 
words; some 
POS; glossaries 
via Babylon .  

No, but 
interfaces to 
appropriate 
Ontoprise and 
TextTech 
products.  

Specware  Kestrel 
Technology  

No  Proofs via Gandalf 
and SNARK.  

No  No  

SymOntos  Institute for the 
Analysis of 
Information 
Systems - CNR 
(Italy )  

(Planned 
release 4Q'02)  

Concept hierarchy 
validity, range 
restrictions and 
graph cycles.  

Word lists of 
synonyms; term 
query support.  

No  

Taxonomy 
Builder  

Semansys 
Technologies  

No  Yes, relative to 
XBRL core 
schema.  

No  No  
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Tool  Source  Graph View  Consistency 
Checks  

Lexical Support  Information 
Extraction  

The software tool for 
editing ontologies  

The organization 
producing or 
supplying the 
software tool  

The extent to which 
the built ontology 
can be created, 
debugged, edited 
and/or compared 
directly in graphic 
form  

The degree to which the 
syntactic, referential 
and/or logical 
correctness of the 
ontology can be verified 
automatically  

Capabilities for lexical 
referencing of ontology 
elements (e.g., 
synonyms) and 
processing lexical 
content (e.g., 
searching/filtering 
ontology terms)  

Capabilities for 
ontology-directed 
capture of target 
information from 
content and possibly 
subsequent 
elaboration of the 
ontology  

TOPKAT  AIAI, University 
of Edinburgh  

Native graph 
view for 
editing.  

Limited  Term equivalence 
through the data 
dictionary.  

Simple natural 
language parser 
can identify 
possible 
concepts and 
property values 
in a protocol 
transcript.  

Visio for 
Enterprise 
Architects  

Microsoft Corp.  ORM class 
diagrams  

Yes  No  No  

WebKB  Distributed 
Systems 
Technology 
Centre (DSTC), 
Australia  

Hyperbolic-like 
browsing (of 
taxonomies 
only) via 
KVO's 
OntoRama.  

Syntactic and 
logical including 
transitive cycles, 
disjoint relations, 
relation signatures.  
Also lexical 
checking.  

WordNet nouns 
and adjectives; 
aliases; element 
searching by 
author or name.  

No  

WebODE  Technical 
University of 
Madrid UPM  

Native graph 
view with 
editing of 
classes, 
relations, 
partitions, 
meta-
properties, etc.  

Type and 
cardinality 
constraints; disjoint 
classes and loops, 
taxonomy style 
(OntoClean), etc.  

Synonyms and 
abbreviations; 
(EuroWordNet 
support under 
development)  

Using WebPicker 
(UNSPSC, 
RosettaNet)  

WebOnto  Knowledge 
Media Institute 
of Open 
University (UK )  

Native graph 
view of class 
relationships.  

For OCML code  No  (Available from 
OCML based 
tool MnM.)  

                  

   

 
 
Application 
 
Commercial products include standalone editors designed exclusively for building ontologies 
in any domain, and editors that are part of commercial software suites designed to deliver 
broad enterprise integration solutions. Other editing software is the outcome of academic and 
government funded projects investigating the technical application of ontologies. Some 
editors are intended for building ontologies in a specific domain but still capable of general-
purpose ontology building regardless of content focus. These ontology editors may have 
enhanced support for information standards unique to their target domain. An example in 
medicine is the OpenKnoMe editor's support of the GALEN reference medical terminology. 
Editors may also specifically support a broad upper level ontology, as in the case of the 
editing environment that has grown up around the unique Cyc ontology and is being released 
under the OpenCyc initiative. 
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The enterprise-oriented products have mostly started out as data integration tools like those 
from Unicorn Solutions and Modulant or as content management tools like Applied Semantics' 
offering. These latter products are more likely to include linguistic classification and stochastic 
analysis capabilities to aid in information extraction from unstructured content. This 
information can potentially become instance data or extend the ontology itself. 
 
A few ontology editors included in the survey are actually software specification tools that are 
sufficiently general purpose to allow construction of domain ontologies. These tools, like 
Microsoft's Visio for Enterprise Architects, use an object-oriented specification language to 
model an information domain (in this case, the Object Role Modeling language). These tools 
presently lack useful export capabilities, although independent tools to convert between UML 
and ontology languages like DAML+OIL are under development. 
 
Methodology 
 
When ontology technologies emerged in the 1990s, the focus on knowledge acquisition 
influenced the way new capabilities were put to use in the field. Early ontology editors, for 
example, adopted the popular KADS method for developing knowledge bases. This 
orientation is not as evident in today's tools. Indeed, explicit support for a particular 
knowledge engineering methodology is not common. A few exceptions include Ontology 
Works' IODE and the Technical University of Madrid's WebODE, both with support for specific 
ontology organization approaches. There is also increasing support for common upper level 
ontologies like WordNet, Cyc, and others. 
 
 
Interoperability 
 
Ontology building today is a fragmented practice. The situation, in part, is a result of the 
proliferation of logic languages and information models that have combined to yield even 
more ontology forms and editing environments. These tools and methodologies, along with 
the ontologies built with them, generally exist without proven interoperability. This is one of 
the challenges facing the practice along with establishing methods to integrate ontology 
components with enterprise information systems and standards. 
 
Ontologies are for sharing. They are intended to serve as consensual rallying points to 
exchange and interpret information. Clearly, the wider the range of applications and other 
ontologies that can use an ontology, the greater its utility and the mutual utility of the 
interrelating ontologies. This requires formal compatibility on syntactic levels as well as 
semantic levels. One consideration in the enterprise realm, for example, is the ability of a 
domain ontology to accommodate specialized XML languages and controlled vocabularies 
being adopted as standards in various industries. None of the current ontology editors 
address this capability fully, however vendors like Modulant and Unicorn are moving in this 
direction. 
 
Interoperability, instead, is being addressed simply through an editor's ability to import and 
export ontologies in different language serializations. Some tools like Stanford Knowledge 
Systems Lab's Ontolingua offer a wide range of translations, while most are limited. Importing 
or exporting ontologies in the newer languages like DAML+OIL and OWL usually means that 
the translation is only partial and expressiveness is lost. A few editors like Web ODE also 
offer heterogeneous ontology merging capabilities. 
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Usability 
 
In addition to the features already mentioned, ontology editors vary considerably in their 
overall feel to the user. The present survey did not attempt to compare editors under use, but 
a few general observations can be put forward. In terms of breadth and variety of features, 
especially as they relate to interfacing with other information system components, Protégé 
2000 from Stanford Medical Informatics offers an editing environment with several third party 
plug-ins. From a strict ontology language point of view, Ontolingua and OpenCyc offer, or will 
offer, development environments affording highly expressive and complete ontology 
specifications. OpenCyc also provides native access to the most complete upper level 
ontology available (Cyc). Of the editors supporting DAML+OIL, as an important newer 
language, OilEd appears to offer strong support for composing description logic expressions. 
 
The ability to organize and manage an emerging ontology is key to an editor's usability. 
Convenient and intuitive presentations and manipulations of an ontology's interlinking 
concepts and relations are essential. Because many ontology models support multiple 
inheritance in the concept hierarchies and relation hierarchies, keeping the associations 
straight is a challenge. The standard approach is the use of multiple tree views with 
expanding and contracting levels. A graph presentation is less common, although it can be 
quite useful for actual ontology editing functions that change concepts and relations. The 
more effective graph views provide local magnification to facilitate browsing ontologies of any 
appreciable size. The hyperbolic viewer included with the Applied Semantics product, for 
example, magnifies the center of focus on the graph of concepts (without labelled relations). 
Other approaches like the Jambalaya plug-in for Protégé-2000 achieve a kind of graphical 
zooming that nests child concepts inside their parents and allow the user to follow relations by 
jumping to related concepts. Some practitioners however, such as GALEN users, indicate a 
preference for non-graphic views for complex ontologies. 
Finally, it is worth considering the inferencing support afforded by the ontology editor (beyond 
classification in description logic editors). While ontologies themselves can be treated as 
standalone specifications, they are ultimately used to help answer queries about a body of 
information. Some editors incorporate the ability to add additional axioms and deductive rules 
to the ontology for evaluation within the defined target of the development environment. For 
now, rule extensions are mostly proprietary in that standard rule languages able to reference 
ontology terms and structures directly are not available. A likely candidate to be supported in 
future ontology editors is RuleML. 
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Different approaches and projects for Automatic Ontology 
Construction 
 
 
An Application of Inductive Concept Analysis to Construction of Domain-specific 
Ontologies 
 
Hele-Mai Haav 
Akadeemia tee 21, 12618 Tallinn, Estonia 
helemai@cs.ioc.ee 
 
A new approach to the automatic discovery of domain-specific ontologies from textual 
descriptions of domain entities. The approach is based on application of Natural Language 
Processing (NLP) and Formal Concept Analysis (FCA). 
 
 
Ontosophie: A Semi-Automatic System for Ontology Population from Text 
 
David Celjuska and Dr. Maria Vargas-Vera 
KMi - Knowledge Media Institute, 
The Open University, 
Walton Hall, Milton Keynes, MK7 6AA, 
United Kingdom 
E-mail: davidmdsk@centrum.sk and m.vargas-vera@open.ac.uk 
 
A system for semi-automatic population of ontologies with instances from unstructured text. It 
is based on supervised learning, learns extraction rules from annotated text and then applies 
those rules on new articles to populate the ontology. Hence, the system classifies stories and 
populates a hand-crafted ontology with new instances. It is based on three components: 
Marmot – a natural language processor; Crystal – a dictionary induction tool; and Badger – an 
information extraction tool. A part of the entire cycle is a user who accepts, rejects or modifies 
extracted and suggested instances to be populated. A description of experiments performed 
with a text corpus consisting of 91 articles is given. The results support the hypothesis that 
assigning a rule confidence value to each extraction rule improves the performance. 
 
 
Content-driven Knowledge Management through Evolving Ontologies On-To-
Knowledge IST-1999-10132 
 
Rob Engels, Dieter Fensel, Frank van Harmelen,  Victor Iosif, Arjohn Kampman, Uwe Krohn, 
Ulrich Reimer, Rudi Studer and York Sure 
 
The competitiveness of companies active in areas with high change rate depends heavily on 
how they maintain and access their knowledge.  Large Companies have intranets with several 
million pages. Finding, creating and maintaining information is a rather hard problem in this 
weakly structured representation media. 
Knowledge Management is about acquiring, maintaining, and accessing knowledge of an 
organization. Ontologies will allow structural and semantic definitions of documents providing 
completely new possibilities compared with existing document management systems: 
Intelligent search instead of keyword matching. Query answering instead of information 
retrieval.Document exchange between departments via transformation operators. 
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The goal of the On-To-Knowledge project is to support efficient and effective knowledge 
management. It focuses on acquiring, representing, and accessing weakly-structured on-line 
information sources: 
 

• Acquiring: Text mining and extraction techniques are applied to extract semantic 
information from textual information. 

• Representing: XML, RDF, and OIL are used for describing syntax and semantics of 
semi-structured information sources. 

• Accessing: Novel semantic web search technology and knowledge sharing facilities. 
 
 
Automatic Ontology Construction from the Literature 
 
Christian Blaschke Alfonso Valencia 
blaschke@cnb.uam.es valencia@cnb.uam.es 
Protein Design Group, CNB/CSIC, Campus Universidad Aut´onoma, 28049 Madrid, Spain 
 
A method that automatically generates classifications of gene-product functions using 
bibliographic information. The corresponding classification structures mirror the ones 
constructed by human experts. The analysis of a large structure built for yeast gene-products, 
and the detailed inspection of various examples, show encouraging properties. In particular, 
the comparison with the well accepted GO ontology points to different situations in which the 
automatically derived classification can be useful for assisting human experts in the 
annotation of ontologies.  
 
 
Learning ontologies from natural language texts 
 
International Journal of Human-Computer Studies 
Volume 60 ,  Issue 1  (January 2004) 
Pages: 17 - 63    
Year of Publication: 2004  
ISSN:1071-5819 
Academic Press, Inc.   Duluth, MN, USA 
Mehrnoush Shamsfard, Ahmad Abdollahzadeh Barforoush 
 
An automatic ontology building approach. In this approach, the system starts from a small 
ontology kernel and constructs the ontology through text understanding automatically. The 
kernel contains the primitive concepts, relations and operators to build an ontology. The 
features of the proposed model are being domain/application independent, building ontologies 
upon a small primary kernel, learning words, concepts, taxonomic and non-taxonomic 
relations and axioms and applying a symbolic, hybrid ontology learning approach consisting 
of logical, linguistic based, template driven and semantic analysis methods.Hasti is an 
ongoing project to implement and test the automatic ontology building approach. It extracts 
lexical and ontological knowledge from Persian (Farsi) texts.  
 
 
Towards Ontologies On Demand 
 
Youngja Park, Roy J. Byrd and Branimir K. Boguraev IBM T.J. Watson Research Center19 
Skyline Dr., Hawthorne, NY 10562.  
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A method for building ontologies on de-mand from scientific queries by applying text mining 
technologies. The method induces ontological concepts and relationships relevant to the 
query by analyzing search result documents together with domain-specific knowledge 
sources available on the Web. Users can use this partial ontology not only for ad-hoc search 
refinement but also for extending an existing domain ontol-ogy. The method can be used to 
produce, over several sessions, a personalized ontology.  
 
 
 
 
 
Automatic ontology construction from education materials on the Web for a large 
publishing house 
 
M. Grobelnik, D. Mladenic, M. Jermol,  in Proceedings of workshop on Data Mining Lessons 
Learned, ICML-2002, Sydney, Australia and Proceedings of Data Mining and Warehouses 
conference at multi-conference IS-2002. 
 
A prototype system using Text-Mining methods for enhancing a customer application in the 
area of publishing and education. The whole process involved identifying customers with 
potentially interesting problems and narrowing down to the one of them followed by the six 
Text-Mining phases. These phases were adopted from CRISP-DM methodology that is as an 
attempt to standardise the process of data mining. In CRISP-DM, six interrelated phases are 
used to describe the data mining process: business understanding, data understanding, data 
preparation, modelling, evaluation, and deployment. From the application and research point 
of view, the project involved in particular: (1) taxonomy/ontology building from a plain set of 
documents, (2) searching the document database, and (3) addressing (non-English) language 
specific issues.  
 
 
Automatic Ontology-Based Knowledge Extraction from Web Documents 
 
Harith Alani, Sanghee Kim, David E. Millard, Mark J. Weal, Wendy Hall, Paul H. Lewis, Nigel 
R. Shadbolt, University of Southampton 
 
The Artequakt project seeks to automatically extract knowledge about artists from the Web, 
populate a knowledge base, and use it to generate personalized narrative biographies. The 
system architecture has three key components-knowledge extraction, information 
management, and biography construction. An example of the generation of a short biography 
of Rembrandt illustrates Artequakt's functionality. 
 


